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10.57  RSVP and WFQ 

• Temporarily shutdown R4’s and R5’s Frame Relay connection. 

• Configure the link bandwidth between R4 and R5 as 128Kbps. 

• Enable RSVP on R1’s, R4’s and R6’s connections to VLAN146. 

• Allow RSVP to use the maximum possible bandwidth on the link between R4 and 
R5, but do not allow it to reserve more than 64Kbps per flow. 

 

Configuration 

R1: 
interface FastEthernet 0/0 
 ip rsvp bandwidth 
 
R4: 
interface FastEthernet 0/1 
 ip rsvp bandwidth 
! 
interface Serial 0/1/0 
 bandwidth 128 
 ip rsvp bandwidth 96 64 
 
R5: 

interface Serial 0/1/0 
 bandwidth 128 

 clock rate 128000 
 ip rsvp bandwidth 96 64 
! 
interface Serial 0/0/0 
 shutdown 
 
R6: 
interface FastEthernet 0/0 

 ip rsvp bandwidth 
! 

interface FastEthernet 0/0.146 
 ip rsvp bandwidth  
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Verification 

! Note 

RSVP, or Resource Reservation Protocol, is the core of Integrated Services (IntServ) QoS 
model, also known as the end-to-end QoS model. The general idea is to mimic the 
behavior of circuit-switched networks, using RSVP as a signaling protocol to request 
certain QoS capabilities from the network. Compare this to a PSTN cloud, where the 
network reserves resources for a call for the duration of the conversation and releases 
them as the call ends. This in contrast with classic packet switched network (PSN) 
behavior, where the network statistically multiplexes packets and provides per-hop 
treatment for each packet, irrespective of the “flow” the packet belongs to. The latter 
behavior evolved into the Differentiated Services (DiffServ) QoS model. 
 
Central to RSVP is the concept of a “flow” – a unidirectional stream of packets. A flow 
could be either one-to-one or one-to-many - e.g. if a sender streams a multicast flow with 
many receivers. When a host X wants to stream a flow toward host Y (Y could be a 
multicast address), it sends RSVP request (PATH message) to the nearest router, asking 
to establish QoS-aware path downstream to Y. The request contains information describing 
the flow the sender is going to originate. The router compares the parameters in the 
message with its available resources and, if everything is okay, forwards the request 
downstream to the router one hop closer to Y. Eventually, when this chain of requests 
reaches Y, it responds with a reservation request (RESV message) towards host X. 

It is up to the receiver to request specific QoS properties from the network (e.g. specify the 
bitrate and quality of service class). After that, every router in path checks if it can provide 
the requested QoS parameters, and forwards the requests upstream to the sender. When 
sender receives the reservation message, it knows that it can now send data along the 
QoS-capable path. Of course, each router on the path must pre-configure proper 
instrumentation to provide the requested QoS parameters. Note that since flows are 
unidirectional it requires installing two reservations for each direction of the traffic if the 
packet exchange is duplex. 
 
Within the Integrated Services model, the network may provide the following classes of 
service: Best Effort, Guaranteed Rate, and Controlled Load. Best effort flows do not require 
any specific QoS treatment. Guaranteed rate provides a flow with bandwidth and delay 
guarantee – this is the strictest type of service. Controlled load is the type of service you 
may expects on a lightly loaded network – it provides you the bandwidth but no guarantees 
on delay. 



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
3 

 

The RSVP reservation request contains two structures called ‘Flowspec’ and ‘Filterspec’. 
These two structures describe the reservation that receiver requests from the network. The 
‘Flowspec’ consists of ‘Rspec’ and ‘Tspec’ structures. ‘Rspec’ (reservation specification) 
defines the class of services that reservation demands and ‘Tspec’ (traffic specification) 
defines token bucket parameter for traffic metering – such as average rate and burst size. 
Note that those structures are the part of the requests sent from the receiver upstream to 
the sender. RSVP path requests (originated by sender) also contain ‘Tspec’ structure, so 
that routers on the way may check their resources to see if they can accommodate the new 
flow’s bitrate.  
 
The ‘Filterspec’ structure defines the senders filter. Essentially, it specifies the sources that 
are eligible to use the reservation installed by the receiver. Usually, communications are 
one to one. However, sometimes you may want to send RESV message to multiple 
senders and make them share a single reservation. For example, this may be the case of 
many-to-many conference. Three types of filter exist in RSVP: Fixed Filter (FF), Shared 
Explicit (SE), and Wildcard Filter (WF). FF allows only one explicitly specified source to use 
the reservation, and the ‘Tspec’ structure parameters (rate, burst etc) apply only to that 
single flow. If there are multiple senders, the receiver needs to establish a reservation for 
every one of them.  SE allows multiple explicitly specified sources to use the same 
reservation. The receiver specifies the IP addresses of the sources in the reservation 
message. WF allows any sender to use the reservation, without explicitly specifying the IP 
addresses.  
 
Note that RSVP is inherently poorly scalable, in the sense that number of flows grows as 
N^2 where N is the number of endpoints. However, if the receivers use multicast 
addressing, RSVP supports feature knows as “reservation merging”. That is, if many 
recipients sharing the same multicast group create reservations for the same sender, 
RVSP will merge all reservations into one with the largest bandwidth, and propagate it 
upstream the tree towards the sender. This feature makes RSVP scalable, when working 
with multicast. Other enhancements to RSVP also allow scalability by adding “aggregate” 
reservations; the standard RSVP implementation does not support them. 
 
RSVP is a soft-state protocol – that is, a router would keep an RSVP reservation only when 
it keeps receiving RSVP PATH/RESV messages. By default, all routers send those 
messages asynchronously, every 30 seconds. That is, if a router has particular RSVP 
state, it would keep sending PATH and RESV messages for it. If it does not receive PATH 
from upstream or RESV from downstream node for some it, the router will time out the 
state. 
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RSVP configuration is simple, with only a single command needed to specify the RSVP 
bandwidth and the per-flow bandwidth using the syntax ip rsvp bandwidth <total-
bw> <per-flow-bw>.  Note that you need this command to enable RSVP as well as 
specify bandwidth available to RSVP flows.  Without RSVP enabled on interface, a router 
will not accept nor originate RSVP messages on the interface.  If you omit any parameters 
to the above-described command, the default is to use 75% of interface bandwidth for 
RSVP and allow the same amount per-flow.  Note that you cannot set the RSVP bandwidth 
to a value higher than 75% of the interface configured bandwidth. 

Also note that RSVP needs WFQ/CBWFQ as the interface queue to provide required QoS 
parameters. On interfaces that do not support WFQ/CBWFQ, RSVP performs admission 
control only.  The system uses ‘Filterspec’ structure parameters to define traffic classifier 
for WFQ/CBWFQ flow. Look at this as an enhancement to automatic logic of WFQ flows 
classification. In fact, RSVP flows are very similar to CBWFQ user-defined classes. They 
even share the same flow numbers with user-defined classes (refer to the task on CBWFQ 
bandwidth reservation for details). So what is the formula for WFQ weigh of an RSVP flow? 
Here is the procedure for weigh calculation: 
 
1) The RSVP flow with maximum bandwidth reservation has WFQ weight of 6. 
2) All other flows, have weights based on the formula: 
 
Weight = 6*max_reservation_bw/flow_reservation_bw 
 
Where “max_reservation_bw” is the maximum RSVP bandwidth reservation on the link and 
“flow_reservation_bw” is the RSVP bandwidth reservation for the flow in question.  
 
For example if there are two reservations of 12Kbps and 36Kbps, then the second flow will 
have a WFQ weight of 6, and the first flow will have a WFQ weight of 18. 
 
We see that those weights are small. So how does WFQ ensure that RSVP flows do not 
monopolize the WFQ bandwidth? The answer is that RSVP also installs special per-flow 
token-bucket meters, configured in accordance to ‘Tspec’ parameters. The scheduler 
serves packets that exceed the configured parameters like if they have the default WFQ 
weight corresponding to IP Precedence of 0 (the highest weight of 32384, lowest 
scheduling priority).  
 
Note that WFQ subtracts the bandwidth reserved by RSVP from the bandwidth available 
on the interface, so you may see the approximate amount of bandwidth remaining to other 
flows on the link. 
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To verify how RSVP works, consider the diagram below. R5 is the sender for 3 RSVP 
sessions going down to VLAN146 hosts. R6 reserves bandwidth for two sessions of 
16Kbps and 24Kbps, while R1 reserves just one session of 48Kbps. Both sessions going to 
R6 will ask for guaranteed rate and R1 will ask for controlled load services 

 

We source the first flow from UDP port 16384, second flow from UDP port of 16386 and 
the third flow from UDP port of 16388. 
 
Note that in the configuration below burst sizes are in kilobytes. The burst size is taken as 
“Rate*1s” which is 6Kbyte for 48Kbps, 3Kbyte for 24Kbps, and 2Kbyte for 16Kbps. You will 
see the reason for selecting the averaging interval of 1s later, when we start configuring 
traffic sources. 

R1: 
ip rsvp reservation-host 150.1.1.1 150.1.5.5 UDP 16388 16388 FF LOAD 48 6 
 
R5: 
ip rsvp sender-host 150.1.1.1 150.1.5.5 UDP 16388 16388 48 6 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 2 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16386 24 3 
 
R6: 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 2 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16386 FF RATE 24 3 
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Confirm that R5 has installed the RSVP reservations originated from R6 and R1 on the 
Serial interface to R4. Note the WFQ weights assigned to the flows as well as policing 
parameters for each flow.  Also, look at the interface RSVP status, to see the amount of 
already allocated bandwidth. 

Rack1R5#show ip rsvp installed  
RSVP: Serial0/1/0 
BPS    To              From            Protoc DPort  Sport  Weight Conversation 
48K    150.1.1.1       150.1.5.5       UDP    16388  16388  6      265    
16K    150.1.6.6       150.1.5.5       UDP    16384  16384  18     266    
24K    150.1.6.6       150.1.5.5       UDP    16384  16386  12     267 
 
Rack1R5#show ip rsvp interface detail  
 
 Se0/1/0: 
   Interface State: Up 
   Bandwidth: 
     Curr allocated: 88K bits/sec 
     Max. allowed (total): 128K bits/sec 
     Max. allowed (per flow): 64K bits/sec 
     Max. allowed for LSP tunnels using sub-pools: 0 bits/sec 
     Set aside by policy (total): 0 bits/sec 
   Admission Control: 
     Header Compression methods supported: 
       rtp (36 bytes-saved), udp (20 bytes-saved) 
   Traffic Control: 
     RSVP Data Packet Classification is ON via CEF callbacks 
   Signalling: 
     DSCP value used in RSVP msgs: 0x3F 
     Number of refresh intervals to enforce blockade state: 4 
     Number of missed refresh messages: 4 
     Refresh interval: 30 
   Authentication: disabled 
 
 

We have three WFQ flows, with conversation numbers 265, 266 and 267. That means that 
there are 256 dynamic WFQ flows on the interface. The weights are 6, 12, and 18 for flows 
that reserved 48K, 24K, and 16K respectively. 
 
Now we configure three traffic sources, to simulate sender traffic. We will use the IP SLA 
jitter operation to generate bursts of 100-byte packets every 1 second. By sending 2000 
bytes every 1 second we would achieve  the 16Kbps average rate. Similarly, bursts of 4000 
bytes and 6000 bytes result in average rates of 24Kbps and 48Kbps.  
 
Note that IP SLA operation sends UDP packets. The combined size of IP + UDP header is 
20 + 8 bytes. The HDLC overhead is 4 bytes. Thus, to get 100 bytes of layer 2 size, we 
need the payload size of 68 bytes (68 + 28 + 4=100). In addition, we set the inter-packet 
interval to the minimum 1ms, to generate packet bursts. 
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The three operations correspond to the three RSVP reservations:  

R1: 
ip sla monitor responder 
 
R6: 
ip sla responder 
 
R5: 
ip sla monitor 1 
 type jitter dest-ipaddr 150.1.6.6 dest-port 16384 source-ipaddr 150.1.5.5 source-port 
16384 num-packets 20 interval 1 
 request-data-size 68 
 timeout 500 
 frequency 1 
ip sla monitor schedule 1 life forever start-time now 
 
ip sla monitor 2 
 type jitter dest-ipaddr 150.1.6.6 dest-port 16384 source-ipaddr 150.1.5.5 source-port 
16386 num-packets 30 interval 1 
 request-data-size 68 
 timeout 500 
 frequency 1 
ip sla monitor schedule 2 life forever start-time now 
 
ip sla monitor 3 
 type jitter dest-ipaddr 150.1.1.1 dest-port 16388 source-ipaddr 150.1.5.5 source-port 
16388 num-packets 60 interval 1 
 request-data-size 68 
 timeout 500 
 frequency 1 
ip sla monitor schedule 3 life forever start-time now 
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Now create a special policy-map on R4 to meter the input rate for RSVP reserved flows. 
Start transferring the IOS image from R5 to R6 across the slow serial link to see that WFQ 
guarantees reservations even when with congested link.  

R4: 

ip access-list extended FLOW_1 
 permit udp host 150.1.5.5 eq 16384 any 
! 
ip access-list extended FLOW_2 
 permit udp host 150.1.5.5 eq 16386 any 
! 
ip access-list extended FLOW_3 
 permit udp host 150.1.5.5 eq 16388 any 

! 
class-map match-all FLOW_1 

 match access-group name FLOW_1 
! 
class-map match-all FLOW_3 
 match access-group name FLOW_3 
! 
class-map match-all FLOW_2 
 match access-group name FLOW_2 
! 

policy-map METER 
 class FLOW_1 

 class FLOW_2 
 class FLOW_3 
! 
interface Serial0/1/0 
 service-policy input METER 

 load-interval 30 
 
R5: 
ip http server 
ip htt path flash: 
 
 



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
9 

 

Rack1R6#$copy http://admin:cisco@150.1.5.5/c2600-adventerprisek9-mz.124-10.bin 
null: 
Loading http://***********@150.1.5.5/c2600-adventerprisek9-mz.124-10.bin !!! 
 
Rack1R4#show policy-map interface serial 0/1/0 
 Serial0/1/0  

 
  Service-policy input: METER 
 
    Class-map: FLOW_1 (match-all) 
      124181 packets, 11182928 bytes 
      30 second offered rate 16000 bps 
      Match: access-group name FLOW_1 
 
    Class-map: FLOW_2 (match-all) 
      151863 packets, 14924736 bytes 
      30 second offered rate 24000 bps 
      Match: access-group name FLOW_2 
 

    Class-map: FLOW_3 (match-all) 
      298729 packets, 29432584 bytes 

      30 second offered rate 48000 bps 
      Match: access-group name FLOW_3 
 
    Class-map: class-default (match-any) 
      1776 packets, 553343 bytes 
      30 second offered rate 33000 bps, drop rate 0 bps 
      Match: any  
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See that the metered rate is the same that we reserved, even though the HTTP packets 
overload the link. Now look at the contents of the WFQ queue on R5: 

Rack1R5#show queueing interface serial 0/1/0 
Interface Serial0/1/0 queueing strategy: fair 
  Input queue: 1/75/0/0 (size/max/drops/flushes); Total output drops: 15470 

  Queueing strategy: weighted fair 
  Output queue: 27/1000/64/15470 (size/max total/threshold/drops)  
     Conversations  2/7/256 (active/max active/max total) 
     Reserved Conversations 3/3 (allocated/max allocated) 
     Available Bandwidth 8 kilobits/sec 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 20/6/0/0/0 
  Conversation 265, linktype: ip, length: 100 

  source: 150.1.5.5, destination: 150.1.1.1, id: 0x000D, ttl: 255, 
  TOS: 0 prot: 17, source port 16388, destination port 16388 

 
  (depth/weight/total drops/no-buffer drops/interleaves) 7/32384/0/0/0 
  Conversation 70, linktype: ip, length: 580 
  source: 150.1.5.5, destination: 155.1.146.6, id: 0xA68F, ttl: 255, 
  TOS: 0 prot: 6, source port 80, destination port 51793 
 

Note that RSVP flow for port 16388 has weigh of 6, since it’s the maximum reservation flow 
on the interface. Also, note the remaining bandwidth and the number of dynamic flows on 
the interface. Now look at the detailed statistics for installed RSVP flows: 

Rack1R5#show ip rsvp installed detail  
 
RSVP: Serial0/1/0 has the following installed reservations 
RSVP Reservation. Destination is 150.1.1.1. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16388, Source port is 16388 
  Traffic Control ID handle: 0B00040E 
  Created: 23:52:56 UTC Sat Mar 2 2002 
  Admitted flowspec: 
    Reserved bandwidth: 48K bits/sec, Maximum burst: 6K bytes, Peak rate: 48K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on hw idb Se0/1:  RESERVED queue 265.  Weight: 6, BW 48 kbps 
  Conversation supports 1 reservations [0xD000400] 
  Data given reserved service: 44760 packets (4296960 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 746 seconds 
  Long-term average bitrate (bits/sec): 46061 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
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RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: 15000409 
  Created: 23:52:57 UTC Sat Mar 2 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 2K bytes, Peak rate: 16K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on hw idb Se0/1:  RESERVED queue 266.  Weight: 18, BW 16 kbps 
  Conversation supports 1 reservations [0x36000402] 
  Data given reserved service: 14960 packets (1436160 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 748 seconds 
  Long-term average bitrate (bits/sec): 15351 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16386 
  Traffic Control ID handle: C100040F 
  Created: 23:52:57 UTC Sat Mar 2 2002 
  Admitted flowspec: 
    Reserved bandwidth: 24K bits/sec, Maximum burst: 3K bytes, Peak rate: 24K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on hw idb Se0/1:  RESERVED queue 267.  Weight: 12, BW 24 kbps 
  Conversation supports 1 reservations [0x6900040B] 
  Data given reserved service: 22530 packets (2162880 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 750 seconds 
  Long-term average bitrate (bits/sec): 23047 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
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Note the long-term average bit-rates for each flow. They are close to the values we set in 
the reservations: 16K, 24K, and 48K. Now check RSVP states in R4. Note that “Resource 
Provider” is set to “None”, and thus the router actually does nothing to provide the required 
QoS treatment on the FastEthernet interface. However, commonly no one needs that, 
since high-speed interfaces usually provide more bandwidth than a router can forward, and 
the congestion points are WAN links. 

Rack1R4#show ip rsvp installed detail  
 
RSVP: FastEthernet0/1 has the following installed reservations 
RSVP Reservation. Destination is 150.1.1.1. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16388, Source port is 16388 
  Traffic Control ID handle: 0400040C 
  Created: 18:13:28 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 48K bits/sec, Maximum burst: 6K bytes, Peak rate: 48K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow: None 
  Conversation supports 1 reservations [0x36000406] 
  Data given reserved service: 47481 packets (4558176 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 791 seconds 
  Long-term average bitrate (bits/sec): 46073 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: 0A000404 
  Created: 18:13:13 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 2K bytes, Peak rate: 16K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow: None 
  Conversation supports 1 reservations [0x800040A] 
  Data given reserved service: 16161 packets (1551456 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 808 seconds 
  Long-term average bitrate (bits/sec): 15359 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16386 
  Traffic Control ID handle: 03000403 
  Created: 18:13:35 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 24K bits/sec, Maximum burst: 3K bytes, Peak rate: 24K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow: None 
  Conversation supports 1 reservations [0x7000402] 
  Data given reserved service: 23615 packets (2267040 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 787 seconds 
  Long-term average bitrate (bits/sec): 23067 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
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Finally, observe the flow of RSVP messages on R4. Note the periodic refresh messages 
for all three flows and the default refresh interval value of 30 seconds. 

Rack1R4#debug ip rsvp 
 
RSVP 150.1.5.5_16386->150.1.6.6_16384[0.0.0.0]: Received Path message from 155.1.45.5 (on 
Serial0/1/0) 
RSVP session 150.1.6.6_16384[0.0.0.0]: Received RESV for 150.1.6.6 (FastEthernet0/1) from 
155.1.146.6 
RSVP 150.1.5.5_16384->150.1.6.6_16384[0.0.0.0]: reservation found--processing possible 
change: 848EA964 
RSVP 150.1.5.5_16384->150.1.6.6_16384[0.0.0.0]: No change in reservation 
RSVP 150.1.5.5_16384->150.1.6.6_16384[0.0.0.0]: Refresh RESV, req=84917B78, refresh 
interval=30000mSec [cleanup timer is not awake] 
RSVP 150.1.5.5_16384->150.1.6.6_16384[0.0.0.0]: Sending Resv message to 155.1.45.5 
RSVP session 150.1.1.1_16388[0.0.0.0]: Received RESV for 150.1.1.1 (FastEthernet0/1) from 
155.1.146.1 
RSVP 150.1.5.5_16388->150.1.1.1_16388[0.0.0.0]: reservation found--processing possible 
change: 848EA824 
RSVP 150.1.5.5_16388->150.1.1.1_16388[0.0.0.0]: No change in reservation 
RSVP 150.1.5.5_16386->150.1.6.6_16384[0.0.0.0]: Refresh Path psb = 8490C884 refresh 
interval = 30000mSec 
RSVP 150.1.5.5_16386->150.1.6.6_16384[0.0.0.0]: Sending Path message to 155.1.146.6 
RSVP session 150.1.6.6_16384[0.0.0.0]: Received RESV for 150.1.6.6 (FastEthernet0/1) from 
155.1.146.6 
RSVP 150.1.5.5_16386->150.1.6.6_16384[0.0.0.0]: reservation found--processing possible 
change: 848EAAA4 
RSVP 150.1.5.5_16386->150.1.6.6_16384[0.0.0.0]: No change in reservation 
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Finally, let’s see how WFQ deals with flows that exceed their reservations. Re-configure 
the 16Kbps flow to send 32Kbps instead. All you need is double the number of packets 
send per second. In addition to that, ensure that the file transfer between R5 and R6 is still 
ongoing. 

R5: 
no ip sla 1  
udp-jitter 150.1.6.6 16384 source-ip 150.1.5.5 source-port 16384 num-packets 40 interval 
4 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
 
ip sla monitor schedule 1 life forever start-time now 
 
 
Rack1R6#$copy http://admin:cisco@150.1.5.5/c1841-adventerprisek9-mz.124-24.T.bin null: 
Loading http://***********@150.1.5.5/c1841-adventerprisek9-mz.124-24.T.bin !!! 
 
Rack1R4#show policy-map interface serial 0/1/0 
 Serial0/1/0 
 
  Service-policy input: METER 
 
    Class-map: FLOW_1 (match-all) 
      1303558 packets, 128241332 bytes 
      30 second offered rate 32000 bps 
      Match: access-group name FLOW_1 
 
    Class-map: FLOW_2 (match-all) 
      1894879 packets, 188349552 bytes 
      30 second offered rate 23000 bps 
      Match: access-group name FLOW_2 
 
    Class-map: FLOW_3 (match-all) 
      3729529 packets, 371635916 bytes 
      30 second offered rate 48000 bps 
      Match: access-group name FLOW_3 
 
    Class-map: class-default (match-any) 
      104206 packets, 55282992 bytes 
      30 second offered rate 19000 bps, drop rate 0 bps 
      Match: any 
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Now we see that FLOW_1 traffic rate is 32Kbps – just as we configured it. The explanation 
to that fact is that RSVP scheduler re-assigns the exceeding traffic to a flow queue with a 
very high weigh 32384. However, this weight is on par with the weight of the HTTP traffic 
flow. Thus, they share the bandwidth remaining on the link in equal proportions. The 
bandwidth remaining on the link is approximately 40Kbps, so it’s enough for FLOW_1 to 
get up to 32Kbps. 

Let’s look at the WFQ queue contents on R5 once again: 

Rack1R5#show queueing interface serial 0/1/0 
Interface Serial0/1/0 queueing strategy: fair 
  Input queue: 2/75/0/0 (size/max/drops/flushes); Total output drops: 473 
  Queueing strategy: Class-based queueing 
  Output queue: 17/1000/64/473 (size/max total/threshold/drops)  
     Conversations  2/10/256 (active/max active/max total) 

     Reserved Conversations 3/3 (allocated/max allocated) 
     Available Bandwidth 8 kilobits/sec 

 
  (depth/weight/total drops/no-buffer drops/interleaves) 10/32384/0/0/0 
  Conversation 213, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x001F, ttl: 255, 
  TOS: 0 prot: 17, source port 16384, destination port 16384 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 6/32384/0/0/0 
  Conversation 223, linktype: ip, length: 580 

  source: 150.1.5.5, destination: 155.1.146.6, id: 0x0A5C, ttl: 255, 
  TOS: 0 prot: 6, source port 80, destination port 54751 
 

We see that the snapshot of the queue contents containing flows for “exceeding” part of the 
violating flow and the flow for HTTP traffic. They both have the same weight of 32384. Now 
look at the statistics for the RSVP flow and note the exceeding traffic that uses best-effort 
services: 
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Rack1R5#show ip rsvp installed detail  
 
RSVP: Serial0/1/0 has the following installed reservations 
<snip> 

 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  

  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: 0500040E 
  Created: 00:45:33 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 2K bytes, Peak rate: 16K 
bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on hw idb Se0/1:  RESERVED queue 266.  Weight: 18, BW 16 kbps 
  Conversation supports 1 reservations [0x600040B] 
  Data given reserved service: 17449 packets (1659816 bytes) 
  Data given best-effort service: 12071 packets (1156100 bytes) 
  Reserved traffic classified for 847 seconds 

  Long-term average bitrate (bits/sec): 15677 reserved, 10919 best-effort 
  Policy: INSTALL. Policy source(s): Default 

 
<snip> 
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Note that metering is high from being accurate: RSVP considers just 11Kbps as exceeding, 
instead of 16Kbps. The reason is that we send traffic in bursts of 4Kbyte while we 
configured the RSVP policer for 2Kbyte bursts. This results in policer metering the rate 
below its actual value. Adjust the reservation burst sizes and see what happens: 

R5: 
no ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 2 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 4 
 
R6: 
no ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 2 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 4 
 
Rack1R5#show ip rsvp installed detail  
 
RSVP: Serial0/1/0 has the following installed reservations 
<snip> 
 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: F200040D 
  Created: 01:06:10 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 4K bytes, Peak rate: 16K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on hw idb Se0/1:  RESERVED queue 266.  Weight: 18, BW 16 kbps 
  Conversation supports 1 reservations [0x700040E] 
  Data given reserved service: 584 packets (56064 bytes) 
  Data given best-effort service: 456 packets (43776 bytes) 
  Reserved traffic classified for 25 seconds 
  Long-term average bitrate (bits/sec): 17407 reserved, 13591 best-effort 
  Policy: INSTALL. Policy source(s): Default 
 
<snip> 
 

Metering is much more accurate now, when the policer bursts size equals to traffic bursts. 
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10.58  RSVP and SBM 

• Configure R1 as the DSBM candidate to coordinate the bandwidth usage on the 
segment shared by R1, R4, and R6. 

• Allocate 1024Kbps of bandwidth to RSVP flows on this segment 

• Configure R1 to inform other routers on the segment that they may not send above 
50Kbyte/sec of non-RSVP traffic into the segment. Limit the burst size to 5Kbyte. 
 

Configuration 

R1: 
interface FastEthernet 0/0  
 ip rsvp dsbm candidate 
 ip rsvp bandwidth 1024 
 ip rsvp dsbm non-resv-send-limit rate 50 
 ip rsvp dsbm non-resv-send-limit burst 5 
 

Verification 

! Note 

RSVP works nicely when you need to reserve bandwidth on the link between two routers. 
However, on shared segments like Ethernet, one router is not aware of reservations made 
through another router. This may lead to oversubscription, where the total amount of 
reserved bandwidth on all routers exceeds the capacity of the shared network. The 
problem described is only important for topologies that use shared media, such as half-
duplex Ethernet or Token-Ring. However, one may imagine a similar situation in a ring-like 
Ethernet topology built using switches. 
 
To resolve the above problem, one may introduce a special centralized bandwidth 
management agent on the segment. This agent is RSVP Subnetwork Bandwidth Manager 
and we call the segment with DSBM (designated SBM) as “managed”. DSBM is one of the 
many candidate routers on the segment, elected as the SBM. All other RSVP-capable 
routers on the segment will discover the DSBM and will use it as a “proxy” for RSVP PATH 
and RESV messages. This way the DSBM will know about all reservations and may 
perform centralized admission control. The traffic flows will take the direct path of course, 
and RSVP will install proper bandwidth reservations, if allowed by DSBM. 
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There is one another set of parameters, distributed by DSBM to all routers on the segment. 
It is the amount of non-reservable traffic allowed in the segment. The DSBM specifies 
average/peak rate for non-RSVP traffic as well as other parameters such as burst size. It’s 
up to the routers on the segment to provide proper treatment and implement this policy. 
The DSBM’s main function is performing admission control, not to implement any data 
plane policing.  
 
So far, since you may rarely see Ethernet segments using WFQ (though properly 
configured CBWFQ is a viable queuing solution), RSVP/DSBM performs mainly an 
admission control function on Ethernet segments. In addition, Cisco IOS does not seem to 
implement any policing for non-RSVP traffic flowing into the shared segment. 
 
You may configure multiple SBM candidates on a segment, and the one with numerically 
highest priority wins the election and becomes Designated SBM or DSBM. Note that if a 
DSBM already exist on a segment, newly configured SBM will not try to preempt it. If two 
candidate SMBs have the same priority, the one with highest IP address wins.  
 
To verify your configuration, issue the following show commands: 

Rack1R1#show ip rsvp sbm detail  
 
Interface: FastEthernet0/0 
Local Configuration             Current DSBM 
  IP Address: 155.1.146.1         IP Address: 155.1.146.1 
  DSBM candidate: yes             I Am DSBM: yes 
  Priority: 64                    Priority: 64 
  Non Resv Send Limit             Non Resv Send Limit 
    Rate: 50 Kbytes/sec             Rate: 50 Kbytes/sec 
    Burst: 5 Kbytes                 Burst: 5 Kbytes 
    Peak: unlimited                 Peak: unlimited 
    Min Unit: unlimited             Min Unit: unlimited 
    Max Unit: unlimited             Max Unit: unlimited 
 
Rack1R4#show ip rsvp sbm detail  
 
Interface: FastEthernet0/1 
Local Configuration             Current DSBM 
  IP Address: 155.1.146.4         IP Address: 155.1.146.1 
  DSBM candidate: no              I Am DSBM: no 
  Priority: 0                     Priority: 64 
  Non Resv Send Limit             Non Resv Send Limit 
    Rate: unlimited                 Rate: 50 Kbytes/sec 
    Burst: unlimited                Burst: 5 Kbytes 
    Peak: unlimited                 Peak: unlimited 
    Min Unit: unlimited             Min Unit: unlimited 
    Max Unit: unlimited             Max Unit: unlimited 
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Rack1R6#show ip rsvp sbm detail  
 
Interface: FastEthernet0/0.146 
Local Configuration             Current DSBM 
  IP Address: 155.1.146.6         IP Address: 155.1.146.1 
  DSBM candidate: no              I Am DSBM: no 
  Priority: 64                    Priority: 64 
  Non Resv Send Limit             Non Resv Send Limit 
    Rate: unlimited                 Rate: 50 Kbytes/sec 
    Burst: unlimited                Burst: 5 Kbytes 
    Peak: unlimited                 Peak: unlimited 
    Min Unit: unlimited             Min Unit: unlimited 
    Max Unit: unlimited             Max Unit: unlimited 
 

Verify that R1 is now in the path of all RSVP messages on the shared segment. Note that 
the reservation originated at R1 itself is not take in account by DSBM: 

Rack1R1#show ip rsvp installed  
RSVP: FastEthernet0/0 
BPS    To              From            Protoc DPort  Sport   
16K    150.1.6.6       150.1.5.5       UDP    16384  16384   
24K    150.1.6.6       150.1.5.5       UDP    16384  16386   
 
Rack1R1#show ip rsvp interface detail fastEthernet 0/0 
 
 Fa0/0: 
   Interface State: Up 
   Bandwidth: 
     Curr allocated: 40K bits/sec 
     Max. allowed (total): 1024K bits/sec 
     Max. allowed (per flow): 1024K bits/sec 
     Max. allowed for LSP tunnels using sub-pools: 0 bits/sec 
     Set aside by policy (total): 0 bits/sec 
   Admission Control: 
     Header Compression methods supported: 
       rtp (36 bytes-saved), udp (20 bytes-saved) 
   Traffic Control: 
     RSVP Data Packet Classification is ON via CEF callbacks 
   Signalling: 
     DSCP value used in RSVP msgs: 0x3F 
     Number of refresh intervals to enforce blockade state: 4 
     Number of missed refresh messages: 4 
     Refresh interval: 30 
   Authentication: disabled 
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10.59  RSVP and CBWFQ 

• Configure CBWFQ on the Serial link of R5 to ensure that HTTP responses have a 
guarantee of all interface bandwidth not reserved to RSVP flows. 

• Allow for 64 dynamic flow queues with CBWFQ. 
 

Configuration 

R5: 

ip access-list extended HTTP 
 permit tcp any eq www any 
! 
class-map HTTP 
 match access-group name HTTP 
! 
policy-map CBWFQ 
 class HTTP 
  bandwidth remaining percent 100 
 class class-default 
  fair-queue 64 
! 
interface Serial 0/1/0 

 no fair-queue 
 service-policy output CBWFQ 

 

Verification 

! Note 

As previously discussed, RSVP treats all flow traffic exceeding its reservation as traffic with 
an IP precedence of zero. However, that means it may directly compete with all other best 
effort traffic. In this case, we want to ensure that HTTP traffic may claim all bandwidth not 
guaranteed to RSVP flows. To accomplish that, we set the bandwidth reservation for HTTP 
class to 100%. Simply speaking, we reserve all bandwidth not need by higher priority flows 
to the HTTP class.  Technically speaking, CBWFQ implements this by assigning a weight 
of 64 to the HTTP class, as outlined below. 
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First, we know that CBWFQ is the same as WFQ from the perspective of RSVP. Thus 
RSVP flows look much like CBWFQ user-defined classes with relatively low weights. 
However, RSVP flows that exceed their reservation parameters have their treatment 
changed to “best-effort”. This is the key difference between handling of RSVP flows and 
CBWFQ user-defined class. A user-defined class with bandwidth reservation may grow up 
to the full interface bandwidth, if other classes permit. CBWFQ never treats it as best-effort 
traffic with the lowest priority weight. Thus, exceeding traffic from RVSP flows always 
“loses” against traffic from a user-defined class, since user-defined traffic always have the 
same weight. 

Secondly, if we have a traffic flow matching the RSVP classifier and a user defined class, 
the RSVP classifier will take precedence. Even though you may see matches in the policy 
map, the RSVP reservation will provide QoS services. 
 
Let’s run a simple simulation to see how CBWFQ divides bandwidth between RSVP and 
user-defined classes. You may want to refer back to task on CBWFQ bandwidth 
reservation to recall how the system assigns weights to user-defined classes. 
 
Consider the diagram below. R5 is the sender for three RSVP sessions going down to 
VLAN146 hosts. R6 reserves bandwidth for two sessions of 16Kbps and 24Kbps, while R1 
reserves just one session of 48Kbps. Both sessions going to R6 will ask for guaranteed 
rate and R1 will ask for controlled load services. 
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We source the first flow from UDP port 16384, second flow from UDP port of 16386, and 
the third flow from UDP port of 16388.  Note that in the configuration below burst sizes are 
in kilobytes. The burst size is taken as “Rate*1s” which is 6Kbyte for 48Kbps, 3Kbyte for 
24Kbps, and 2Kbyte for 16Kbps.  

R1: 
ip rsvp reservation-host 150.1.1.1 150.1.5.5 UDP 16388 16388 FF LOAD 48 6 
 
R5: 
ip rsvp sender-host 150.1.1.1 150.1.5.5 UDP 16388 16388 48 6 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 2 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16386 24 3 
 
R6: 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 2 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16386 FF RATE 24 3 
 
 

Now configure R5 to sends IP SLA jitter probes. See the task on RSVP/WFQ for more 
explanation on the burst sizes and number of packets in burst. So far, just remember that 
three SLA probes send packets in bursts separated by 1-second intervals and have 
average rates of 16K, 24K, and 48K. Note that we disabled the “control” connection, since 
it may be jammed on the serial link by bulky HTTP file transfer we are going to start 
between R5 and R6 as well. 

R1: 
ip sla monitor responder 
 
R6: 
ip sla responder 
 
R5: 
no ip sla monitor 1 
no ip sla monitor 2 
no ip sla monitor 3 
 
ip sla 1 
 udp-jitter 150.29.6.6 16384 source-ip 150.29.5.5 source-port 16384 num-packets 20 
interval 4 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 1 life forever start-time now 
 
ip sla 2 
 udp-jitter 150.29.6.6 16384 source-ip 150.29.5.5 source-port 16384 num-packets 20 
interval 5 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 2 life forever start-time now 
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ip sla 3 
 udp-jitter 150.29.1.1 16384 source-ip 150.29.5.5 source-port 16384 num-packets 20 
interval 6 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 3 life forever start-time now 
 
R5: 
ip http server 
ip htt path flash: 
 
Rack1R6#copy http://admin:cisco@150.1.5.5/c1841-adventerprisek9-mz.124-24.T.bin null: 
Loading http://***********@150.1.5.5/c1841-adventerprisek9-mz.124-24.T.bin !!! 
 

Now configure a special policy map on R4 to meter incoming traffic and check the resulting 
statistics: 

R4: 
ip access-list extended FLOW_1 
 permit udp host 150.1.5.5 eq 16384 any 
! 
ip access-list extended FLOW_2 

 permit udp host 150.1.5.5 eq 16386 any 
! 

ip access-list extended FLOW_3 
 permit udp host 150.1.5.5 eq 16388 any 
! 
class-map match-all FLOW_1 
 match access-group name FLOW_1 
! 
class-map match-all FLOW_3 
 match access-group name FLOW_3 
! 
class-map match-all FLOW_2 
 match access-group name FLOW_2 
! 
policy-map METER 

 class FLOW_1 
 class FLOW_2 

 class FLOW_3 
! 
interface Serial0/1/0 
 service-policy input METER 
 load-interval 30 
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Rack1R4#show policy-map interface serial 0/1/0 
 Serial0/1/0  
 
  Service-policy input: METER 

 
    Class-map: FLOW_1 (match-all) 

      1415938 packets, 139293444 bytes 
      30 second offered rate 16000 bps 
      Match: access-group name FLOW_1 
 
    Class-map: FLOW_2 (match-all) 
      1978603 packets, 196699272 bytes 
      30 second offered rate 24000 bps 
      Match: access-group name FLOW_2 
 
    Class-map: FLOW_3 (match-all) 
      3896920 packets, 388329656 bytes 
      30 second offered rate 48000 bps 
      Match: access-group name FLOW_3 

 
    Class-map: class-default (match-any) 

      115838 packets, 61721521 bytes 
      30 second offered rate 35000 bps, drop rate 0 bps 
      Match: any 
 

The above seems to be in accordance with the configuration – all flows get their reserved 
rates and HTTP gets all the remaining bandwidth which is close to 40Kbps (128-16-24-48), 
but is definitely less due to various overhead and layer 1 procedures such as HDCL bit-
stuffing. 
 
Now let’s configure one flow to send above its reserved rate, and see how CBWFQ shares 
bandwidth in this case. We are going to increase the burst size per second for one flow and 
change the reservations to reflect that burst size adjustment: 

R5: 
no ip sla 1 
 
ip sla 1 
 udp-jitter 150.1.6.6 16384 source-ip 150.1.5.5 source-port 16384 num-packets 20 interval 
4 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 1 life forever start-time now 
 
ip sla 2 
 udp-jitter 150.1.6.6 16384 source-ip 150.1.5.5 source-port 16384 num-packets 20 interval 
5 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
28 

 

ip sla schedule 2 life forever start-time now 
 
ip sla 3 
 udp-jitter 150.1.1.1 16384 source-ip 150.1.5.5 source-port 16384 num-packets 20 interval 
6 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 3 life forever start-time now 
 
R5: 
no ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 2 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 4 
 
R6: 
no ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 2 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 4 
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Now look at the policy-map statistics on R4. Note that even though FLOW_1 now sends 
twice as much, it still gets 16Kbps from CBWFQ. This is because RSVP tells CBWFQ to 
treat exceeding traffic as best effort. 

Rack1R4#show policy-map interface serial 0/1/0 
 Serial0/1/0  
 
  Service-policy input: METER 
 
    Class-map: FLOW_1 (match-all) 
      1473895 packets, 145089144 bytes 
      30 second offered rate 16000 bps 
      Match: access-group name FLOW_1 

 
    Class-map: FLOW_2 (match-all) 

      2047904 packets, 203629472 bytes 
      30 second offered rate 24000 bps 
      Match: access-group name FLOW_2 
 
    Class-map: FLOW_3 (match-all) 
      4006490 packets, 399286656 bytes 
      30 second offered rate 46000 bps 
      Match: access-group name FLOW_3 

 
    Class-map: class-default (match-any) 

      195068 packets, 107394026 bytes 
      30 second offered rate 37000 bps, drop rate 0 bps 
      Match: any 
 

Look at the CBWFQ queue contents to see the flow weights: 

Rack1R5#show queueing interface serial 0/1/0 
Interface Serial0/1/0 queueing strategy: fair 
  Input queue: 0/75/0/0 (size/max/drops/flushes); Total output drops: 292205 
  Queueing strategy: Class-based queueing 
  Output queue: 142/1000/64/292205 (size/max total/threshold/drops)  
     Conversations  8/9/256 (active/max active/max total) 
     Reserved Conversations 4/4 (allocated/max allocated) 
     Available Bandwidth 8 kilobits/sec 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 3/12/0/0/0 
  Conversation 267, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x001B, ttl: 255, 
  TOS: 0 prot: 17, source port 16386, destination port 16384 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 36/6/0/0/0 
  Conversation 268, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.1.1, id: 0x0018, ttl: 255, 
  TOS: 0 prot: 17, source port 16388, destination port 16388 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 22/18/0/0/0 
  Conversation 266, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x0012, ttl: 255, 
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  TOS: 0 prot: 17, source port 16384, destination port 16384 
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  (depth/weight/total drops/no-buffer drops/interleaves) 7/16/0/0/0 
  Conversation 265, linktype: ip, length: 580 
  source: 150.1.5.5, destination: 155.1.146.6, id: 0x0D42, ttl: 255, 
  TOS: 0 prot: 6, source port 80, destination port 35205 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 1/1024/0/0/0 
  Conversation 263, linktype: ip, length: 216 
  source: 155.1.45.5, destination: 224.0.0.9, id: 0x0000, ttl: 2, 
  TOS: 192 prot: 17, source port 520, destination port 520 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 8/32384/0/0/0 
  Conversation 257, linktype: cdp, length: 328 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 44/32384/15805/0/0 
  Conversation 213, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x000D, ttl: 255, 
  TOS: 0 prot: 17, source port 16384, destination port 16384 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 20/32384/6485/0/0 
  Conversation 211, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.1.1, id: 0x0008, ttl: 255, 
  TOS: 0 prot: 17, source port 16388, destination port 16388 
 

The three highlighted flows are the conforming FLOW_1, HTTP traffic flow (which has 
CBWFQ weight maximum for user-defined classes, since it has 100% of bandwidth), and 
lastly the exceeding part of FLOW_1. Since HTTP has a better weight than the exceeding 
part of FLOW_1, it claims all the available bandwidth. 



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
32 

 

Now stop the HTTP file transfer, and check flow rates once again: 

Rack1R4#show policy-map interface serial 0/1/0 
 Serial0/1/0  

 
  Service-policy input: METER 
 
    Class-map: FLOW_1 (match-all) 
      1495428 packets, 147242444 bytes 
      30 second offered rate 32000 bps 
      Match: access-group name FLOW_1 
 
    Class-map: FLOW_2 (match-all) 
      2077330 packets, 206572072 bytes 
      30 second offered rate 24000 bps 
      Match: access-group name FLOW_2 
 

    Class-map: FLOW_3 (match-all) 
      4065348 packets, 405172456 bytes 

      30 second offered rate 48000 bps 
      Match: access-group name FLOW_3 
 
    Class-map: class-default (match-any) 
      202138 packets, 111410986 bytes 
      30 second offered rate 3000 bps, drop rate 0 bps 
      Match: any 
 

This time, FLOW_1 takes all the bandwidth it needs, even though it exceeds the reserved 
bandwidth. 

  



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
33 

 

10.60  RSVP and LLQ 

• Configure R5 to classify RSVP flows with a PQ-profile that ignores peak-rate, and 
classifies all flows below 2000 byte/s with the burst sizes below or equal to 2000 
bytes as eligible for LLQ. 
 

Configuration 

R5: 
ip rsvp pq-profile 2000 2000 ignore-peak-value 
 

Verification 

! Note 

The RSVP PQ profile defines parameters for RSVP flows that should use the CBWFQ 
priority queue (LLQ). The parameters are maximum rate in bytes per second, maximum 
burst size in bytes, and peak-to-average rate ratio in percents: 
 
ip rsvp pq-profile <max-rate> <max-burst> <peak-to-avg-ratio> 

 
If you configure ip rsvp pq-profile voice-like then the values are 12288 byte/s, 
burst 592 bytes, and 110%, which are the defaults. 

RSVP if often used with VoIP applications to reserve resources for voice bearer flows. 
However, the WFQ services do not provide priority treatment for RSVP flows and thus do 
not guarantee low jitter values. This may result in lower voice quality, compared to the use 
of LLQ. 
 
The RSVP PQ-profile enhancement allows the RSVP classifier to direct certain flows into 
the CBWFQ priority queue (LLQ). RSVP makes decisions based on the ‘flowspec’ structure 
of the reservation. If the parameters meet certain requirements specified in RSVP PQ-
profile then the respective flow’s traffic uses LLQ. However, unlike the LLQ policer, RSVP 
does not drop the exceeding packets, but rather marks them for best-effort services. Thus 
you don’t need to configure any class in the CBWFQ policy with “priority” keyword – RSVP 
will classify flows automatically and will use their ‘flowspecs’ to define the policers. 
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When a router receives an RSVP reservation flowspec, it compares the parameters of the 
flow with the configured PQ-profile. If the parameters (avg. rate, peak rate, burst size) are 
less than or equal to the values specified in the global PQ profile, the RSVP scheduler 
considers the flow to be voice-like and directs it to LLQ for service. 
 
To verify the feature, configure R5 to reserve bandwidth for three traffic flows, just as we 
did in previous tasks. Note that only the flow sourced off the port 16384 of R5 satisfies the 
PQ-profile requirements. After that, check the installed RSVP reservations on R5: 

R1: 
ip rsvp reservation-host 150.1.1.1 150.1.5.5 UDP 16388 16388 FF LOAD 48 6 
 
R5: 
ip rsvp sender-host 150.1.1.1 150.1.5.5 UDP 16388 16388 48 6 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 2 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16386 24 3 
 
R6: 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 2 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16386 FF RATE 24 3 
 
Rack1R5#show ip rsvp installed detail  
<snip> 
 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: 0900040B 
  Created: 02:09:17 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 2K bytes, Peak rate: 16K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on hw idb Se0/1/0:  PRIORITY queue 72.  Weight: 0, BW 16 kbps 
  Conversation supports 1 reservations [0x1800040C] 
<snip> 
 

We see that the flow uses the priority queue inside CBWFQ. Now configure R5 to sends IP 
SLA jitter probes. See the task on RSVP/WFQ for more explanation on the burst sizes and 
number of packets in burst. So far, just remember that three SLA probes send packets in 
bursts separated by 1-second intervals and have average rates of 32K, 24K, and 48K. 
Note that the first source (source port 16384), which corresponds to voice-like RSVP 
reservation, is deliberately set to source twice as much packet as the reservation expects. 
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Also note that we disabled the “control” connection, since it may be jammed on the serial 
link by the bulky HTTP file transfer we are going to start between R5 and R6 as well.  

R1: 
ip sla monitor responder 
 
R6: 
ip sla responder 
 
R5: 
no ip sla monitor 1 
no ip sla monitor 2 
no ip sla monitor 3 
 
ip sla 1 
 udp-jitter 150.1.6.6 16384 source-ip 150.1.5.5 source-port 16384 num-packets 20 interval 
4 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 1 life forever start-time now 
 
ip sla 2 
 udp-jitter 150.1.6.6 16384 source-ip 150.1.5.5 source-port 16384 num-packets 20 interval 
5 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 2 life forever start-time now 
 
ip sla 3 
 udp-jitter 150.1.1.1 16384 source-ip 150.1.5.5 source-port 16384 num-packets 20 interval 
6 
 request-data-size 68 
 timeout 5000 
 threshold 100 
 frequency 15 
ip sla schedule 3 life forever start-time now 
 
R5: 
ip http server 
ip htt path flash: 
 
Rack1R6#copy http://admin:cisco@150.1.5.5/c1841-adventerprisek9-mz.124-24.T.bin null: 
Loading http://***********@150.1.5.5/c1841-adventerprisek9-mz.124-24.T.bin !!! 
 

Now configure a special policy map on R4 to meter incoming traffic and check the resulting 
statistics: 
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R4: 
ip access-list extended FLOW_1 
 permit udp host 150.1.5.5 eq 16384 any 
! 

ip access-list extended FLOW_2 
 permit udp host 150.1.5.5 eq 16386 any 

! 
ip access-list extended FLOW_3 
 permit udp host 150.1.5.5 eq 16388 any 
! 
class-map match-all FLOW_1 
 match access-group name FLOW_1 
! 
class-map match-all FLOW_3 
 match access-group name FLOW_3 
! 
class-map match-all FLOW_2 
 match access-group name FLOW_2 
! 

policy-map METER 
 class FLOW_1 

 class FLOW_2 
 class FLOW_3 
! 
interface Serial0/1/0 
 service-policy input METER 
 load-interval 30 
 
Rack1R4#show policy-map interface serial 0/1/0 
 Serial0/1/0  
 

  Service-policy input: METER 
 
    Class-map: FLOW_1 (match-all) 
      1636262 packets, 161325844 bytes 
      30 second offered rate 16000 bps 
      Match: access-group name FLOW_1 
 
    Class-map: FLOW_2 (match-all) 

      2231819 packets, 222020972 bytes 
      30 second offered rate 24000 bps 

     Match: access-group name FLOW_2 
 
    Class-map: FLOW_3 (match-all) 

      4373557 packets, 435993356 bytes 
      30 second offered rate 48000 bps 

      Match: access-group name FLOW_3 
 
    Class-map: class-default (match-any) 
      228882 packets, 126489279 bytes 
      30 second offered rate 34000 bps, drop rate 0 bps 
      Match: any 
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Even though FLOW_1 uses priority queue on R5, it does not exceed the 16Kbps limit. This 
is, of course, is thanks to the RSVP policer.  Now let’s check the CBWFQ queue contents 
on R5 to confirm that the “voice-like” flow uses LLQ instead of a regular conversation: 

Rack1R5#show queueing interface serial 0/1/0 
Interface Serial0/1/0 queueing strategy: fair 
  Input queue: 0/75/0/0 (size/max/drops/flushes); Total output drops: 374535 
  Queueing strategy: Class-based queueing 
  Output queue: 105/1000/64/374535 (size/max total/threshold/drops)  
     Conversations  5/7/64 (active/max active/max total) 
     Reserved Conversations 3/3 (allocated/max allocated) 
     Available Bandwidth 8 kilobits/sec 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 12/0/0/0/0 
  Conversation 72, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x0009, ttl: 255, 
  TOS: 0 prot: 17, source port 16384, destination port 16384 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 20/12/0/0/0 
  Conversation 75, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x0000, ttl: 255, 
  TOS: 0 prot: 17, source port 16386, destination port 16384 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 7/57/0/0/0 
  Conversation 73, linktype: ip, length: 580 
  source: 150.1.5.5, destination: 155.1.146.6, id: 0x0FDE, ttl: 255, 
  TOS: 0 prot: 6, source port 80, destination port 11251 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 64/32384/29363/0/0 
  Conversation 21, linktype: ip, length: 100 
  source: 150.1.5.5, destination: 150.1.6.6, id: 0x001D, ttl: 255, 
  TOS: 0 prot: 17, source port 16384, destination port 16384 
 
  (depth/weight/total drops/no-buffer drops/interleaves) 2/32384/0/0/0 
  Conversation 65, linktype: cdp, length: 328 

 

From this output we see that some packets of the flow use the priority queue (weight 0) 
while the exceeding packets have a WFQ weight of 32384 and have the lowest scheduling 
priority. 



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
38 

 



 
CCIE R&S Lab Workbook Volume I for CCIEv4.0  
 
 

Copyright © Internetwork Expert www.INE.com 
39 

 

10.61  RSVP and Per-VC WFQ 

• Configure the link between R4 and R5 for Frame-Relay encapsulation using DLCI 
100. 

• Enable legacy Frame-Relay traffic shaping on R5 and shape DLCI 100 down to 
96Kbps, with the burst size corresponding to time-interval of 10ms. 

• Allow RSVP to use up to 96Kbps of interface bandwidth with 64Kbps per-flow. 

• Enable WFQ as the VC queue and configure per-VC WFQ as the RSVP resource 
provider. 

 

Configuration 

R4: 
interface Serial0/1/0 
 bandwidth 128 

 encapsulation frame-relay 
 load-interval 30 

 no keepalive 
 fair-queue 64 256 3 
 frame-relay map ip 155.1.45.5 100 broadcast 
 ip rsvp bandwidth 96 64 
 
R5: 
! 
! Map class contains shaping parameters 

! and defines WFQ as per-VC queue 
! 

map-class frame-relay DLCI_100 
 frame-relay cir 96000 
 frame-relay bc 9600 
 frame-relay be 0 
 frame-relay mincir 96000 
 frame-relay fair-queue  
! 
interface Serial0/1/0 

 bandwidth 128  
 encapsulation frame-relay 

 no keepalive 
 no fair-queue 
 clock rate 128000 
 frame-relay traffic-shaping 
 frame-relay map ip 155.1.45.4 100 broadcast 
 frame-relay interface-dlci 100 
  class DLCI_100 
 ip rsvp bandwidth 96 64 
 ip rsvp resource-provider wfq pvc 
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Verification 

! Note 

RSVP uses a “resource provider” to implement the QoS policy for flows. The Resource 
Provider is either a per-interface WFQ or per-VC WFQ, when working with technologies 
like Frame-Relay. In order to engage per-VC WFQ or CBWFQ you need to configure 
legacy Frame-Relay traffic shaping (RSVP does not work any other form of traffic shaping) 
and enable WFQ as per-VC queue.  Additionally, you need to set the resource provider to 
Per-VC WFQ, using the special interface-level command. 

Remember that RSVP bandwidth configuration takes place an interface level. Thus, if you 
want to use a per-VC RSVP bandwidth admission granularity, create a separate sub-
interface for each VC. If you have a hub site terminating many spoke VCs that all use 
RSVP, then consider using the lowest PVC CIR to deduce the RSVP bandwidth value. 
Otherwise some RSVP flows may reserve more bandwidth than low-speed PVCs may 
supply. (This process is similar to the bandwidth calculations you do when configuring 
EIGRP bandwidth pacing). 
 
To verify your configuration, configure three bandwidth reservations as you did in the 
previous tasks. Keep in mind that we still have the PQ profile configured, and this will affect 
flow weights: 
 

R1: 
ip rsvp reservation-host 150.1.1.1 150.1.5.5 UDP 16388 16388 FF LOAD 48 6 
 
R5: 
ip rsvp sender-host 150.1.1.1 150.1.5.5 UDP 16388 16388 48 6 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16384 16 2 
ip rsvp sender-host 150.1.6.6 150.1.5.5 UDP 16384 16386 24 3 
 
R6: 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16384 FF RATE 16 2 
ip rsvp reservation-host 150.1.6.6 150.1.5.5 UDP 16384 16386 FF RATE 24 3 
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Rack1R5#show ip rsvp installed detail  
 
RSVP: Serial0/1/0 has the following installed reservations 
RSVP Reservation. Destination is 150.1.1.1. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16388, Source port is 16388 
  Traffic Control ID handle: 4500040D 
  Created: 03:06:15 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 48K bits/sec, Maximum burst: 6K bytes, Peak rate: 48K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on FR PVC dlci 100 on Se0/1:  RESERVED queue 25.  Weight: 6, BW 48 kbps 
  Conversation supports 1 reservations [0xE700040A] 
  Data given reserved service: 67920 packets (6520320 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 1131 seconds 
  Long-term average bitrate (bits/sec): 46081 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: A700040F 
  Created: 03:06:15 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 2K bytes, Peak rate: 16K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on FR PVC dlci 100 on Se0/1:  PRIORITY queue 24.  Weight: 0, BW 16 kbps 
  Conversation supports 1 reservations [0x2200040C] 
  Data given reserved service: 23646 packets (2270016 bytes) 
  Data given best-effort service: 21714 packets (2084544 bytes) 
  Reserved traffic classified for 1134 seconds 
  Long-term average bitrate (bits/sec): 16012 reserved, 14703 best-effort 
  Policy: INSTALL. Policy source(s): Default 
 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16386 
  Traffic Control ID handle: 5C000409 
  Created: 03:06:15 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 24K bits/sec, Maximum burst: 3K bytes, Peak rate: 24K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on FR PVC dlci 100 on Se0/1:  RESERVED queue 26.  Weight: 12, BW 24 kbps 
  Conversation supports 1 reservations [0xB00040E] 
  Data given reserved service: 34080 packets (3271680 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 1136 seconds 
  Long-term average bitrate (bits/sec): 23034 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
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Rack1R5#show traffic-shape queue  
Traffic queued in shaping queue on Serial0/1/0 dlci 100 
  Queueing strategy: weighted fair 
  Queueing Stats: 94/600/64/14893 (size/max total/threshold/drops) 
     Conversations  3/6/16 (active/max active/max total) 
     Reserved Conversations 2/0 (allocated/max allocated) 
     Available Bandwidth 8 kilobits/se 
 

We see that flows use WFQ conversations on the PVC corresponding to DLCI 100. The 
number of reserved conversation is two, since one flow uses priority queue. Note the 
reserved conversation numbers, which correspond to the number of WFQ flows equal to 
16. The IOS picked up this number automatically, based on PVC CIR, when we configured 
fair-queue on the PVC. 

You may replace the per-VC WFQ with CBWFQ, since RSVP also interoperates with the 
latter one. For example, configure the following: 

R5: 
ip access-list extended HTTP 
 permit tcp any eq www any 

! 
policy-map CBWFQ 
 class HTTP 
  bandwidth remaining percent 100 
 class class-default 
  fair-queue 64 
! 
map-class frame-relay DLCI_100 

 no fair-queue 
 service-policy output CBWFQ 

 

Verify the installed RSVP flows once again. Note the new conversation numbers, based on 
the new number of dynamic WFQ flows (64): 

Rack1R5#show ip rsvp installed detail        
 
RSVP: Serial0/1/0 has the following installed reservations 
RSVP Reservation. Destination is 150.1.1.1. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16388, Source port is 16388 
  Traffic Control ID handle: 4700040D 
  Created: 03:31:20 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 48K bits/sec, Maximum burst: 6K bytes, Peak rate: 48K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on FR PVC dlci 100 on Se0/1/0:  RESERVED queue 74.  Weight: 6, BW 48 kbps 
  Conversation supports 1 reservations [0x2300040C] 
  Data given reserved service: 12960 packets (1244160 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 216 seconds 
  Long-term average bitrate (bits/sec): 45987 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
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RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16384 
  Traffic Control ID handle: A900040F 
  Created: 03:31:17 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 16K bits/sec, Maximum burst: 2K bytes, Peak rate: 16K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on FR PVC dlci 100 on Se0//01:  PRIORITY queue 72.  Weight: 0, BW 16 kbps 
  Conversation supports 1 reservations [0xC00040E] 
  Data given reserved service: 4626 packets (444096 bytes) 
  Data given best-effort service: 4214 packets (404544 bytes) 
  Reserved traffic classified for 220 seconds 
  Long-term average bitrate (bits/sec): 16101 reserved, 14667 best-effort 
  Policy: INSTALL. Policy source(s): Default 
 
RSVP Reservation. Destination is 150.1.6.6. Source is 150.1.5.5,  
  Protocol is UDP, Destination port is 16384, Source port is 16386 
  Traffic Control ID handle: 34000401 
  Created: 03:31:25 UTC Fri Mar 1 2002 
  Admitted flowspec: 
    Reserved bandwidth: 24K bits/sec, Maximum burst: 3K bytes, Peak rate: 24K bits/sec 
    Min Policed Unit: 0 bytes, Max Pkt Size: 0 bytes 
  Resource provider for this flow:  
    WFQ on FR PVC dlci 100 on Se0/1/0:  RESERVED queue 75.  Weight: 12, BW 24 kbps 
  Conversation supports 1 reservations [0xE800040A] 
  Data given reserved service: 6450 packets (619200 bytes) 
  Data given best-effort service: 0 packets (0 bytes) 
  Reserved traffic classified for 214 seconds 
  Long-term average bitrate (bits/sec): 23082 reserved, 0 best-effort 
  Policy: INSTALL. Policy source(s): Default 
 

Now you see how RSVP may apply to per-VC queues when using WFQ or CBWFQ as the 
queuing discipline. 
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